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ABSTRACT

Serpent is the new version of the PSG continuous-energy Monte Carlo reactor physics code, devel-
oped at VTT Technical Research Centre of Finland since 2004.The code is mainly intended for
lattice physics calculations, such as group constant generation for coupled few-group nodal diffu-
sion codes. The capabilities of Serpent have recently been extended to fuel cycle studies and the
modeling of irradiated fuels by introducing built-in burnup calculation routines.

This paper presents the methodology used for burnup calculation. The code has two fundamen-
tally different options for solving the depletion equations: 1) the Transmutation Trajectory Analysis
method (TTA), based on the analytical solution of linearized depletion chains and 2) the Chebyshev
Rational Approximation Method (CRAM), an advanced matrix exponential solution developed at
VTT. The results are compared to deterministic CASMO-4E calculations.

The lack of computing power is still today a major factor limiting the practical use of the Monte
Carlo method for burnup calculation. The Serpent code uses special techniques for reducing the
overall calculation time enough for the method to become a viable alternative to deterministic as-
sembly burnup codes.
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1. INTRODUCTION

The increasing computer capacity has made the Monte Carlo method an interesting option for var-
ious reactor physics applications in which deterministic transport codes have traditionally been
used. One of such applications is homogenization, in which the geometry and the interaction
physics in the reactor core are reduced to such a level that simple and efficient deterministic meth-
ods, such as the few-group nodal diffusion method, can be used for coupled full-core calculations.

Homogenization is not easily carried out using most general-purpose Monte Carlo codes, mainly
because the calculation of certain few-group constants lies beyond their standard tally capabilities.
As a solution, it was decided in 2004 at the VTT Technical Research Centre of Finland, to develop
a completely new continuous-energy Monte Carlo code specifically for homogenization and other
lattice physics applications. The project started under the working title “Probabilistic Scattering
Game”, or PSG [1]. The name was changed to “Serpent” [2] in 2008 and a public release to the
OECD/NEA Data Bank is being prepared.∗

The code has the capability to calculate homogenized multi-group constants, assembly discontinu-
ity factors, pin-power distributions, diffusion coefficients and various kinetic and effective delayed

∗A User’s Manual and the detailed description of the code are available at the Serpent website http://montecarlo.vtt.fi
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neutron parameters, all without any additional user input.The calculation methods have been val-
idated against both Monte Carlo and deterministic transport codes with good results. The main
limitation for the practical use of PSG was the lack of burnupcalculation capability. This flaw has
now been corrected in the new Serpent code by introducing built-in depletion routines based on
two fundamentally different methods. The first option is theTransmutation Trajectory Analysis
Method (TTA) [3], based on the analytical solution of linearized depletion chains, and the sec-
ond an advanced matrix exponential solution using the new Chebyshev Rational Approximation
Method (CRAM) [4].

Group constant generation is a repetitious process, often requiring hundreds of runs in order to
cover all assembly types and operating conditions within the reactor core. Calculation is slow using
the Monte Carlo method, and when burnup calculation is involved, the overall running time easily
becomes a limiting factor. This paper presents the burnup calculation methodology in the Serpent
code and reviews the techniques used for reducing the calculation time compared to widely-used
coupled Monte Carlo burnup calculation codes.

2. OVERVIEW OF THE SERPENT CODE

Serpent can be characterized as a continuous-energy Monte Carlo reactor physics burnup calcula-
tion code. The code is specifically designed and optimized for lattice physics calculations, although
the universe-based geometry model allows the description of any two- or three-dimensional sys-
tem. The code automatically calculates all few-group constants and kinetic and delayed neutron
parameters needed for coupled nodal diffusion calculations. User-defined detectors (tallies) can be
set up for calculating integral flux and reaction rates in cells, materials and universes, or using a
super-imposed three-dimensional mesh.

The transport simulation is based on thek-eigenvalue criticality source method, which limits the
applications to self-sustaining systems. A combination ofconventional surface-to-surface ray-
tracing and the Woodcock delta-tracking method [5] is used for neutron transport. This approach
takes full advantage of the efficiency of delta-tracking in complicated geometries, without the
penalties resulting from the presence of localized heavy absorbers. The methodology has proved
particularly efficient in infinite-lattice calculations.

Serpent reads neutron interaction data from ACE format cross section libraries. All reaction cross
sections are reconstructed using the same unionized energygrid structure for all nuclides. This has
the advantage that time-consuming energy grid iteration isreduced to minimum, which results in a
tremendous speed-up in the calculation. The unionized energy grid is constructed by combining the
individual grids of all nuclides. The drawback of this approach is that the grid becomes excessively
large in burnup calculation and the cross section data may require several gigabytes of computer
memory. To overcome this problem, methodology has been developed for reducing the grid size
without loss of accuracy [6].

3. METHODOLOGY FOR BURNUP CALCULATION

Serpent uses built-in calculation routines for burnup calculation. The code can be used as a com-
pletely stand-alone application, without any external coupling to a separate depletion code. The
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coupling option exists as well, but mainly for validation purposes. The methods used in the built-in
calculation routines are introduced below.

Burnup calculation is a cyclic process, consisting of two steps. The first step is the transport cycle,
in which the rates of all neutron-induced transmutation reactions are calculated, in this case, using
standard Monte Carlo techniques. This data is then combinedwith radioactive decay constants
and fission product yields, read from nuclear data libraries. The isotopic changes in the irradiated
materials are described by the Bateman equations

dNj

dt
=

∑

i6=j

λijNi − λjNj , Nj(0) = N0 , j = 1, . . . , n , (1)

whereNj is the atomic density of nuclidej, n is the total number of nuclides andλij are the
generalized transmutation coefficients characterizing the rates of neutron-induced reactions and
spontaneous radioactive decay. The second stage of the process consists of solving these equations,
after which the procedure is repeated using the updated material compositions.

Theλij coefficients are assumed constant over each burnup step. Thereaction rates used in the
calculation are hence characteristic of the flux spectrum atthe beginning of each step, which may
lead to an underestimation of self-shielding effects as thenuclide concentrations increase. This
error can be compensated by reducing the step size. Another widely-used solution is the predictor-
corrector method, in which the transmutation coefficients are corrected by repeating the transport
calculation using the (predicted) material compositions at the end of the step and taking the average
of the two sets of values. The predictor-corrector method isused by default in the Serpent code.

3.1. Calculation of One-group Transmutation Cross Sections

The transmutation constants for neutron-induced reactions can be written as the product of the
one-group neutron flux and the microscopic one-group cross section for transmutationi → j:

λij = φσij . (2)

The flux depends on normalization and the cross section is calculated by averaging the correspond-
ing microscopic continuous-energy cross section over the flux spectrum in the irradiated material:

σij =

∫

V

∫

E

φ(r, E)σij(E)d3rdE

∫

V

∫

E

φ(r, E)d3rdE

. (3)

The integrals in Eq (3) are easy to calculate using standard Monte Carlo flux estimators.

Neutron interaction data is available for almost 300 actinides and fission products. If a large
number of nuclides is included in the burnup calculation, the total number of transmutation cross
sections is in the order of 1000. If the corresponding reaction rates are tallied within the transport
cycle, the result is a major increase in the overall calculation time.

To overcome this penalty, Serpent uses a technique previously implemented in coupled Monte
Carlo burnup calculation codes [7, 8]. The flux spectrum is tallied using a super-fine energy bin
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structure, which is then used for calculating the averaged one-group cross sections after the trans-
port cycle. Since the code uses a unionized energy grid for all reaction cross sections, the same
energy grid is a natural choice for the spectrum calculationas well. The original data is rep-
resented to within maximum accuracy and the only approximation is that average, rather than
linear-interpolated values are used for the integration between two tabulated energy points. Test
calculations have shown that the differences are negligible for a typical grid consisting of well over
100,000 points. The reduction in calculation time is in the order of a factor of 4.

3.2. Fission Yield and Radioactive Decay Data

Equation (2) applies as such for non-fission reactions only.For fission, the one-group transmutation
coefficients are defined as

λij = γijφσf,i , (4)

whereσf,i is the one-group total fission cross section for actinidei andγij is the yield of fission
productj. Serpent reads fission yield data from raw ENDF format files. The yields are energy-
dependent and usually tabulated for two or three different neutron energies. Linear interpolation is
used between the points to calculate effective yields corresponding to the flux spectrum.

The transmutation coefficients for radioactive decay are equal to the decay constant multiplied by
the branching ratio for reactioni → j. This data, along with decay heat values are read from raw
ENDF format files.

3.3. Solution of the Depletion Equations

When the Bateman equations (1) are written for each nuclide,the result is a set of coupled first-
order differential equations. The couplings between nuclides form long and complicated trans-
mutation chains with multiple branches. The magnitudes of the transmutation coefficients vary
extensively and the corresponding half-lives range from milliseconds to billions of years. Also the
time step varies. When the fuel is irradiated in the reactor,the time step is usually counted in days.
For a radioactive inventory calculation the time span may extend to thousands or even millions of
years. The complexity of the depletion equations and the numerical problems resulting from the
extensive variation in the coefficients have inspired various solutions over the years. Serpent uses
two fundamentally different methods, introduced in the following.

3.3.1. TTA method

The Bateman equations (1) can be solved analytically if the complicated transmutation chains are
first resolved into a set of linear sub-chains, or trajectories. This is the idea in the Transmutation
Trajectory Analysis method (TTA). According to the theory [3], the concentration of thek:th
nuclide in a linear chain starting from nuclide 1 is given by

Nk(t) =
N1(0)

λk

k
∑

i=1

λi

k
∏

j = 1

j 6= i

(

λj

λj − λi

)

exp(−λit) , (5)
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whereN1(0) is the concentration of the initial nuclide att = 0. The advantage of the TTA method
is that neither the extensive variation in the transmutation coefficients nor the length of the time
step have any impact on the numerical accuracy of the calculation. The method is also relatively
easy to implement in its basic form using a recursive loop.

The main problem with TTA, as it is currently implemented in the Serpent code, is that the method
cannot treat chains that form a closed cycle. Equation (5) breaks down if the same nuclide is
encountered twice in the chain, which occurs, for example, with consecutive (n,γ) and (n,2n) reac-
tions.† Further, the overall calculation time easily becomes excessive if all trajectories are followed
until a stable nuclide is encountered. Cut-offs have to be enforced to terminate unimportant chains,
which complicates the calculation routines and may lead to unexpected results due to loss of data.

3.3.2. CRAM method

Perhaps the most popular approach to solving the Bateman equations (1) is to formulate the prob-
lem in matrix notation as

n
′ = An , n(0) = n0 , (6)

wheren(t) ∈ R
n is the concentration vector andA ∈ R

n×n is the burnup matrix containing the
decay and transmutation coefficients of the nuclides in the irradiated material. The general solution
of this system can be written

n(t) = eAt
n0 , (7)

where the exponential of the matrixAt is defined by the power series expression

eAt =
∞

∑

k=0

1

k!
(At)k (8)

andA
0 = I is the identity matrix.

There are numerous algorithms for computing the matrix exponential but many of them are ill-
suited for burnup calculations, where the decay and transmutation coefficients vary extensively.
Short-lived nuclides are especially problematic because they can increase the matrix norm and
induce eigenvalues of arbitrarily large magnitude. This characteristic as well as the length of the
time step are the key aspects that should be taken into consideration when choosing the matrix
exponential method.

Fortunately, all eigenvalues of the burnup matrix seem to generally remain bounded near the neg-
ative real axis. This observation is exploited in the CRAM method, which can be characterized
as the best rational approximation on the negative real lineand can further be interpreted as a nu-
merical contour integral in the left complex plane [4]. Thisapproach is optimal to the extent of
allowing arbitrary large eigenvalues on the entire negative real axis and can therefore readily treat
even the most short-lived nuclides simultaneously with thelong-lived nuclides. In addition, the
practical maximum time step value can be used in CRAM withoutcompromising the computa-
tional accuracy. It is also computationally very effectivemaking it an attractive method for solving
the Bateman equations.

†Cetnar has derived an equation that takes into account the occurrence of closed loops [3]. The extended methodology willbe
included in the Serpent code within the near future.
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4. EXAMPLE CALCULATIONS

The methodology in the Serpent code was tested in an LWR assembly burnup calculation. An
OECD/NEA depletion calculation benchmark [9] was chosen asthe basis for test case. The ge-
ometry is an infinite two-dimensional lattice of standard 17×17 UOX PWR fuel assemblies with
16 burnable absorber pins containing gadolinium. When eachpin is treated as a separate depletion
zone and burnable absorber pins divided into 10 annular sub-regions to account for the rim-effects,
the total number of burnable materials becomes 65, taking into account the 1/8 symmetry of the
configuration.

The fuel was irradiated at a constant 38.6 kW/kgU power density to 40 MWd/kgU burnup. The
burnup step was 0.5 MWd/kgU at the early part of the irradiation cycle and 2.5 MWd/kgU after
the excess gadolinium in the burnable absorber pins was completely burnt out. The total number of
burnup steps was 42 and predictor-corrector calculation was run for each step. A total of 3 million
active neutron histories (500 criticality cycles of 6000 neutrons) were run for each Monte Carlo
simulation.

The Serpent calculations were carried out using ENDF/B-VI.8 and JEF-2.2 based cross section
libraries and compared to reference CASMO-4E [10] results.Calculations were also carried out
using Monteburns [11], but due to the limitations in the number of burnable materials, the results
are compared separately.

4.1. Results

Figure 1 shows the infinite multiplication factor as function of fuel burnup, calculated using
CASMO-4E and Serpent. It is shown that the results are consistent up to about 15 MWd/kgU
burnup, after which there is a clear systematic and increasing over-prediction ink∞. Discrepan-
cies originating from the concentrations of U-235 and the two main burnable absorber isotopes
(Gd-155 and Gd-157) can be ruled out. The differences to CASMO-4E are practically negligible,
as can bee seen in Figures 2 and 3.‡ Instead, the discrepancies can be traced back to Pu-239 and
two fission product poisons.

The comparison of Pu-239 concentrations in Figure 4 shows a constant difference in the build-up
rates between CASMO-4E and Serpent. It is quite certain thatthis over-prediction results from the
capture rate of U-238, since the same difference is seen in the concentration of this nuclide as well.
This discrepancy could originate from the cross section data, or it could be related to differences
in the flux spectrum.

The differences in xenon-135 concentration can be seen in Figure 5. There is a sudden change
in the concentration calculated by CASMO-4E when the burnupstep is increased from 0.5 to
2.5 MWd/kgU. This change originates from the special treatment used for equilibrium xenon cal-
culation and the effect is reflected in the differences between the codes as well. This change could
partially explain why the discrepancies ink∞ begin to grow after the step size is increased at
15 MWd/kgU burnup.

‡The seemingly large differences at low concentrations result from the fact that, unlike CASMO-4E, Serpent does not separate
burnable absorber and fission product gadolinium.
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The concentrations of samarium-149 are compared in Figure 6, and there is a clear difference in
the saturated value. This nuclide is produced directly in fission and in theβ decay of other fission
products in the 149 mass chain. A significant fraction is alsoproduced from promethium isotopes
in a transmutation chain originating from Pm-147:

147Pm

148Pm

148mPm

149Pm 149Sm(n,γ)(n,γ)

53%

47%

β−

The fission yield of Pm-147 is relatively high and the yields of Pm-148 and Pm-148m practically
negligible. The result is that the concentration of Sm-149 is somewhat sensitive to the capture rates
in the promethium chain, and it turns out that the differences can be traced back all the way to the
(n,γ) cross section of Pm-147, which is about 20% higher in the Serpent calculation.

It is not clear which of the above three is the most significantsource of discrepancy fork∞, or
how the deviations are coupled by the flux spectrum. There mayalso be differences in the fission
product yields, which makes the comparison even more complicated. It should also be noted that
neutron absorption in the gadolinium isotopes is dominant over all fission product poisons except
Xe-135 when burnable absorbers are used. It is hence reasonable to assume that any differences
begin to contribute only after the initial gadolinium has been completely burnt out, which is exactly
what is seen in Figure 1.

The two fundamentally different solution methods used by the Serpent code give consistent results,
which is an indication that the calculation routines work asexpected. In fact, the only significant
difference between TTA and CRAM is seen in the U-235 concentration in Figure 2. This difference
is explained by the fact that the closed loops formed with U-234 and U-236 by consecutive (n,γ)
and (n,2n) reactions are cut short in the TTA calculation.

The above results were calculated using ENDF/B-VI.8 based cross section libraries. The differ-
ences ink∞ are smaller using JEF-2.2 data, but the same trends are clearly shown. The build-up
rate of Pu-239 is slightly over-predicted by Serpent and theconcentration of Sm-149 remains lower.
The sudden change in the xenon equilibrium is also seen in theresults. The fact that the observed
discrepancies are independent of the data evaluation may suggest that they originate from the cal-
culation method instead. It is clear that there are fundamental differences between deterministic
and Monte Carlo neutron transport codes and it is only natural that these differences are reflected
in the results as well.

4.2. Calculation Time

The Serpent burnup calculation using the CRAM method was completed in less than 19 hours
on a single-processor 3.0 GHz Intel Xeon PC workstation. Theoverall CPU time is divided be-
tween calculation routines that can be associated with dataprocessing, transport simulation and
the solution of the depletion equations. The division is shown in Table I.
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Figure 1. Infinite multiplication factor as function of fuel burnup (left) and relative dif-
ferences compared to CASMO-4E. The errorbars represent one-sigma confidence intervals
(ENDF/B-VI.8).
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Figure 2. Assembly-averaged U-235 concentrations as function of fuel burnup (left) and
relative differences compared to CASMO-4E (ENDF/B-VI.8).
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Figure 3. Assembly-averaged Gd-155 and Gd-157 concentrations as function of fuel burnup
(left) and relative differences compared to CASMO-4E (ENDF/B-VI.8).
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Figure 4. Assembly-averaged Pu-239 concentrations as function of fuel burnup (left) and
relative differences compared to CASMO-4E (ENDF/B-VI.8).
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Figure 5. Assembly-averaged Xe-135 concentrations as function of fuel burnup (left) and
relative differences compared to CASMO-4E (ENDF/B-VI.8).

0 5 10 15 20 25 30 35 40
0

0.2

0.4

0.6

0.8

1

x 10
−7

burnup (MWd/kgU)

A
to

m
ic

 d
en

si
ty

 (
× 

10
24

 1
/c

m
3 )

CASMO−4E
Serpent (TTA)
Serpent (CRAM)

0 5 10 15 20 25 30 35 40
−5.5

−5

−4.5

−4

−3.5

−3

−2.5

−2

−1.5

−1

−0.5

0

burnup (MWd/kgU)

R
el

at
iv

e 
di

ffe
re

nc
e 

to
 C

A
S

M
O

−
4E

 (
%

)

Serpent (TTA)
Serpent (CRAM)

Figure 6. Assembly-averaged Sm-149 concentrations as function of fuel burnup (left) and
relative differences compared to CASMO-4E (ENDF/B-VI.8).
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Table I. The overall CPU time (in minutes) divided between processes in the example PWR
assembly burnup calculation using the Serpent code. 65 depletion zones, 42 burnup steps
with predictor-corrector calculation, 3 million neutron h istories in the Monte Carlo simula-
tion.

TTA CRAM

Data processing 348 (24%) 350 (31%)
Transport simulation 766 (53%) 766 (69%)
Depletion calculation 332 (23%) 3 (<1%)
Total 1446 1119

Transport simulation takes the largest fraction of the overall CPU time. Like in all Monte Carlo
calculation, this time depends mainly on the total number ofneutron histories run. Most of the data
processing time is used for calculating macroscopic material total cross sections after each burnup
step.§ The total CPU time is hence dependent on the number of irradiated materials as well. The
difference between the two depletion methods is quite dramatic. The time spent for solving the
depletion equations is practically negligible using the CRAM method, while the TTA solution uses
a total of over 5 hours for the same task. It should be noted, however, that the TTA calculation
time is strongly dependent on the cut-off criterion used forterminating unimportant transmutation
chains. Shorter chains imply shorter calculation time, butmay result in larger errors in the final
compositions. The selection of the appropriate cut-off criterion is one of the main difficulties in
the TTA method.

4.3. Comparison to Monteburns

The Serpent calculations were also compared to Monteburns [11], a coupling code based on
MCNP5 [12] and ORIGEN2 [13]. The comparison was carried out separately, mainly because
a simplified geometry model had to be used due to the limitations in the number of burnable ma-
terials in the Monteburns calculation. Also the predictor-corrector methods used by the two codes
are different, so the calculations were run without the corrector steps.

It turned out that there were some major discrepancies in thedepletion of burnable absorber in the
Monteburns results compared to both Serpent and CASMO-4E. The origin of these discrepancies
remained unclear, but they most likely result from errors inthe input files. Despite the failure to
produce valid results, the calculations can be considered representative enough for the comparison
of running times. When the number of histories per cycle was reduced from 6000 to 1000, the
Monteburns calculation took about 40 hours. The comparableSerpent calculation was completed
in only 67 minutes. This difference clearly shows how the overall running time of Monte Carlo
codes can be reduced significantly by using methods dedicated to burnup calculation. In fact,
previous comparisons have shown a difference as high as a factor of 80 between Serpent and
Monteburns.

§Serpent pre-calculates material-wise total, total capture, elastic, (n,2n), fission, fission neutron production and total energy
production cross sections to avoid the summation over material compositions during the transport cycle.
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5. SUMMARY AND CONCLUSIONS

The PSG2 / Serpent Monte Carlo reactor physics code has been developed at VTT for group con-
stant generation and other lattice physics applications since 2004. The methodology was recently
extended to burnup calculation and the code is now capable ofperforming full-scale assembly
burnup calculations as a completely stand-alone application. Serpent uses two fundamentally dif-
ferent methods for solving the Bateman equations: the Transmutation Trajectory Analysis method
(TTA), based on the analytical solution of linearized depletion chains and the Chebyshev Rational
Approximation Method (CRAM), an advanced matrix exponential solution developed at VTT.

The Serpent code was tested by comparing to deterministic CASMO-4E in a PWR assembly bur-
nup calculation. The results showed a good consistency ink∞ and material compositions, although
there were some statistically significant discrepancies aswell. The differences in the build-up rates
of Pu-239 and fission product poisons are most likely to originate from the cross section data,
or from the flux spectra used for calculating the one-group transmutation cross sections. The two
codes use different methods for equilibrium xenon calculation and there are probably differences in
the fission product yields as well. Based on these first results it is not possible to say whether these
differences could be narrowed down or not. In any case, thereare fundamental differences between
deterministic and Monte Carlo transport codes and these differences are inevitably reflected in the
results as well.

The Serpent calculation was completed in less than 19 hours on a single-processor PC workstation.
This calculation time is not comparable to deterministic codes, but it clearly shows that the Monte
Carlo method can be used for realistic full-scale assembly burnup calculations, without having to
wait for several days or weeks for the results. This offers interesting possibilities for the future as
well. Monte Carlo codes are not restricted to a single fuel orreactor type and the use of continuous-
energy cross sections brings the best available knowledge on neutron interactions directly to the
transport calculation.
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